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Abstract 
As missions leave near Earth orbit, crew must operate more 
independently of mission control. A cognitive agent, 
operating on an exploration spacecraft or a planetary base, 
can serve as local mission control by continually integrating 
data from the spacecraft or base to advise the crew during 
their mission. TRACLabs has developed such an agent 
called a cognitive architecture for space exploration (CASE) 
that includes procedure execution, automated planning and 
re-planning, and an ontology data management system. 
Recently, we have added to CASE a flexible agent-based 
communication for exploration or FACE that includes a 

dialog management system, with voice recognition and 
speech synthesis, and a top-level summary display of 
critical systems and their states. This paper describes 
another added capability, wherein, in the face of operational 
anomalies, FACE recommends courses of action (COAs), 
and through interactive discourse, helps the user select an 
appropriate course of action, and subsequently re-plans the 
current set of activities to mitigate or solve the anomaly. We 
discuss the CASE architecture and its FACE interfaces, how 
the COAs are tied to the current situation and the interactive 
dialogs that lead to re-planning and subsequent execution. 

 
Figure 1 The top-level CASE architectural design.  The planner, AP (Elsaesser and Stech, 2007), generates 
an activity plan whose primitives are procedures run by the execution system, which in turn interfaces to 
the hardware via control software.  The planning and execution systems draw information from and update 
the system ontology, stored in the Web Ontology Language (OWL) (OWG, 2004) format. A process 
manager spawns the main components of the system, and re-spawns processes if their supporting 
computing infrastructure fails. The user interacts with the agent via a dialog manager, which is a 
component of the FACE interface described herein. 

 



Introduction  
As missions leave Near Earth Orbit, crew must operate 
more independently, performing tasks normally done by 
flight controllers in mission control, which can increase 

crew workload. Longer term, close collaboration will not 
be practical for inter-planetary exploration because the 
round-trip communications lag due to speed-of-light 
distance could be the better part of an hour, and a complete 
loss of communication with Earth is occasionally possible. 
So, NASA envisions the need for an intelligent 
autonomous agent that can continually integrate data from 
the spacecraft or lunar/planetary base to advise the crew 
during their mission.   
 TRACLabs has designed and prototyped such an agent 
called a cognitive architecture for space exploration 
(CASE) (Bonasso et al., 2018). CASE provides a 
framework integrating a number of components developed 
by TRACLabs over the past several years in support of 
NASA and other government agencies (see Figure 1). 
These components include a procedure system known as 
PRIDE (Kortenkamp et al., 2008) that allows for variably 
autonomous execution of both crew and robotic 
procedures, an automated planner (Elsaesser and Stech, 
2007) that plans and re-plans the execution of procedures 
to achieve overall mission goals, and an ontology data 
management system (Bonasso et al., 2013b) that makes 
current system states available to all the components. 
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 We have exercised CASE in a partial gravity (Lunar) 
scenario that includes life support systems, robots and an 
extra-vehicular activity (EVA) rover (see Figure 2). 
 Recently, we have increased the modes of crew 
interaction with CASE with the development of FACE, 
flexible agent-based communications for exploration. 
FACE incorporates a top-level display of the critical 
systems the agent is managing (see Figure 4 below), and a 
turn-based dialog management system driven by voice 
recognition and speech synthesis (see Figure 5 below).  

Components Supporting Anomaly Resolution 
With the reasoning capabilities of CASE and its improved 
interactions using FACE, we realized we could put all of 
these capabilities to use to manage anomalies that would 
arise in the course of exploration activities. In particular, 
CASE could advise the user of general approaches to 
solving problems—courses of action—that could then be 
used to generate updated activity plans. A course of action 
(COA) is a top-level plan that describes the strategies and 
actions intended to correct the anomaly, and is constrained 
by current and expected conditions. For this early work, we 
use a rule-based approach to select plausible strategies 
based on the situation and a list of actions to generate a 
revised plan. To fully understand our approach, we will 
first discuss our ontology server and the components of 
FACE. 

The Ontology Server 
In past work for NASA and the Department of Defense 

(DoD) we developed and employed the PRide ONTology 
Editor (PRONTOE) (Bell et al., 2015) to allow users to 
maintain system models and world states in an ontology. 

 
Figure 2 Our Lunar base Environment.  Solar panels are 
on the left, batteries are in the center rear and the habitat 
is on the far right. Two dual-armed TRACbots are in the 
foreground, one at a control panel. A pressurized rover 
(EVA rover) stands in the right foreground. Four crew 
manage the base and conduct EVAs. 

 format. A process manager spawns the main components 
of the system, and re-spawns processes if their supporting 
computing infrastructure fails. The user interacts with the 
agent via a dialog manager, which is a component of the 
system being developed in this effort. 

 

 
Figure 3 PRONTOE screenshot of COAs in the planet 
ontology. These five are discussed in the COA processing 
section. 

  

 



The ontologies serve as domain models for our automated 
planner. 
 An ontology is a rigorous, exhaustive organization of the 
knowledge of a domain, containing all relevant entities and 
their relations. Our OWL models consist of the following 

types of information1: 
• Classes, subclasses and relations among them, 

e.g., 
o Spacecraft, camera, nitrogen-tank-

assembly 
o Has-max-rpcs (RPC_Module_TYPE_V) 

= 18 
• Class instances and their relationships, e.g., 

o SpaceStationRemoteManipulator, 
ExpressLogisticsCarrier3 

o IsAttachedTo (DDCU-E_3) = DDCU-
ColdPlate1 

• Axioms – for bookkeeping and physics, e.g., if a 
container is moved from A to B, so are its 
contents 

• Data – facts that represent a specific configuration 
of all the instances, e.g., State (rpcS01A) = open 

 
We have developed models for the International Space 
Station (ISS), for unmanned vehicles for the Navy and for 

                                                
1 RPC is a remote power controller; DDCU is a DC to DC converter unit. 

our CASE planetary scenario. Our current NASA ontology 
for the ISS contains over 500 classes and subclasses and 
over 1500 instances, including commands and telemetry 
for instrumented systems.  
 The crew can use PRONTOE to extend the ontology as 
new discoveries are made during the mission, but the 
normal operation of our CASE agent uses an ontology 
server (see Figure 1) that loads and manages the system 
ontology, allows queries and posts from external modules 
(and from the dialog manager) and keeps the ontology 
consistent by periodically running the Pellet reasoner 
(Clark&Parsia, 2012) on the axioms in the database. 
 There is a course of action class in our ontology (see 
Figure 3), which we have populated with instances related 
to a planetary scenario. That is, they are associated with 
sets of domain states that make them applicable to a given 
situation, as well as with the pros and cons of using them. 
For example, when the oxygen level in the EVA rover is 
decreasing faster than normal, we associate two courses of 
action: the first is to have the crew get in their suits and so 

use the suit O2 to continue the mission; the second is to 
curtail the EVA and return to base. The former course of 
action enables the crew to finish their EVA objectives, but 
prevents the use of the suits for other activities, such as 
sample gathering. 
 Finally, COAs map into a set of changes to the goals of 
the original plan as we will discuss in a later section. For 
the first COA for the O2 anomaly, tasks for the crew to don 
their suits will be added to the current set of activities; for 
the second COA, the conduct-EVA task will be deleted 
from the plan.  

The Dialog Manager 
Our dialog system is based on the Dynamic Predictive 
Memory Architecture (DPMA), which uses direct memory 
access parsing (DMAP) (Fitzgerald and Firby, 1998) to 

 
Figure 4 The Top-Level Display (TLD).  The top section 
concerns the habitat, the middle section, the rover, and 
the bottom section shows suit information. The TLD uses 
a RESTful connection to our simulation to update its 
values.  

Figure 5 The flow of control for voice recognition and 
speech synthesis. 

 



process a sentence in natural language. DPMA processes 
an utterance text by matching phrasal patterns attached to 
nodes in a concept memory. For example, the sentence, 
“Where is trac-bot1?” would be matched to a Request For 
Location Information concept, which has placeholders for 
a conceptual object, which in this case is the mobile robot, 
trac-bot1. For CASE, we developed a conversion algorithm 
that translates the OWL ontology into a concept net.  A 
concept net is a hierarchy of language concepts that can be 
matched to text utterances. If the concept net is derived 
from a domain ontology, it will have all the concepts 
relevant to that domain, and our DPMA system can process 
utterances about that domain. 
 Here is the concept of a query for object locations from 
our current CASE scenario: 
 
(define-class c-location-of-objects-query (c-simple-query) 
 :generation "location of objects request" 
 :patterns ((where v-be (theta-object)) 
                 (locate (theta-object))) 
 :slots ((answer-rap answer-location-of-components- 
query)) 
 
It defines a class concept, c-location-of-objects-query, 
which is a subclass of a simple query. This concept can be 

generated in text as a "location of objects request". This 
concept also says a text pattern consists of the word 
“where” and a form of the verb to be, such as “is” or “are” 
and the theta-object. The theta-object is whatever 
ontological object is found after the verb. A second pattern 
uses the word “locate” with the theta-object. 
 Once the theta-object is identified, DPMA will answer 
the query using the answer-location-of-components-query 
RAP. A RAP, or Reactive Action Package (Firby, 1999), is 
a recipe for a turn-based dialog to understand and carry out 
the user’s request.  In the case where the theta-object is 
trac-bot1, the recipe might be to simply query trac-bot1’s 
location in the ontology. But if the query is “where is the 
rover?”, the theta-object is a class so more processing has 
to be done to answer the question.   
 When the computer system and the user share a common 
set of beliefs about the applications domain and how to get 
things done (Grosz and Sidner, 1990), it is relatively easy 
to determine what words in the utterance are ambiguous. 
Given that the dialog has the overarching purpose to satisfy 
the user’s informational goals, the query processing system 
can be a turn-based function (Bonasso, 2000) (Martin and 
Firby, 1991), wherein the dialog continues until the user’s 
needs are satisfied. For example, the system might 
respond, “I understand you are requesting location 

 
Figure 6 The FACE of CASE.  The crew interacts with CASE primarily through the top-level display, FaceChat 
(voice-recognition and speech synthesis interface) and the PRIDE viewer to manage the base, which includes 
both life support in the habitat (using BIOSIM (Kortenkamp and Bell, 2003)) and robots shown in the RVIZ 
(http://wiki.ros.org/rviz) rendering. 



information about a rover. There are ten rovers serving our 
base. To which are you referring?”, and present a list of 
active rovers from which to choose. 
 The DPMA system incorporates all of these ideas. In our 
CASE agent, the DPMA system extends the domain 
ontology discussed in the previous section to add language 
concepts for each class, instance and information property. 
It then provides an interactive, turn-based system to satisfy 
user information requests, as well as to carry out user 
actions (speech acts), such as adding or modifying 
information in the ontology, or even tasking an entity in 
the physical world via commands and telemetry.  
 To support interactive dialogs with the crew concerning 
COAs, we developed new speech acts that involved 1) 
getting the crew as much information as they needed to 
decide on a COA, and 2) sending a modified goal set to the 
planner to be re-planned.  

Top-level Display (TLD), Voice Recognition and 
Text to Speech 
The “user” we’ve been referring to is the IVA or Intra-
Vehicular Activity crewmember, who is responsible for 
managing the EVA. On a planetary base, she would serve 
as the overall coordinator of habitat activities during the 

EVA. We believe that the IVA will be watching the views 
from the EVA cameras, following the EVA procedure 
execution, and will only attend to other matters if FACE 
alerts her. So, she will depend primarily on voice 
interaction as she works through problems, and, as 
problems are announced, she will use the TLD for situation 
awareness. 

The TLD (see Figure 4) contains key information for the 
habitat environment, the EVA rover environment and the 
suit informatics. As the gas and storage states change, the 
colors change, and arrows appear, such as that for the 
rising CO2 in the figure. 
 Figure 5 shows our design approach to using voice 
recognition and speech synthesis. Called FaceChat, the 
voice recognition system accepts a voice utterance from 
the user, converts it to text and posts that text to our dialog 
manager’s RESTful interface. The dialog manager 
processes the input text, generates a reply and posts that 
reply to FaceChat’s RESTful interface, which converts it to 
a spoken response to the user. When we integrate FACE 
with CASE we have the arrangement shown in Figure 6.  
 With the dialog manager loaded with anomaly and COA 
concepts, as well as with associated dialog recipes, we 
have a complete set of tools for managing anomalies. 

The Scenario 
The initial activity plan is shown in Figure 7. Sally and 
Charlotte will conduct an EVA at a specified site. They 
will get into their suits, leave the habitat through the 
airlock, and mount the pressurized EVA rover. They will 

then doff their suits and Sally will charge the rover and 
drive to the EVA site, where Sally and Charlotte will 
conduct the EVA. In the habitat, Mike has exercise 
scheduled after lunch, and Bob, the IVA, has a chore to 
change the air filters on the oxygen generation system 
(OGS) after the EVA crew returns.   

 
Figure 7 The initial plan, starting at 0930 hours, shown as an explorer display and as a timeline, color-coded by agent 
(crewmember). 

 



 Course of Action Processing 
The plan is executed step by step via procedures run by the 
crew and/or IVA, up to the point where the crew arrives at 
the EVA site. The overall flow of anomaly resolution 
consists of FACE alerting the crew of the anomaly(ies), the 
IVA determining the possible COAs and their 
ramifications, and the IVA choosing a COA which is 
transmitted to the planner, which then produces an updated 
schedule of activities. 
   
The Alert 
1030 hours: 
FACE: Caution: The rover OXYGEN-LEVEL is falling. 
 
The IVA glances at the top-level display that shows the 
rover O2 falling at a faster than expected rate. 
 
COA Request 
IVA: Any suggestions? 
FACE: Use suit o2 or curtail EVA2. 
COA Pros and Cons Dialog 
IVA: What if I use suit o2? 
FACE: Allows for continuing the EVA but prevents crew 
use of suits for future activities 
IVA: What if I curtail EVA? 
FACE: Reduces crew need for oxygen but leaves some EVA 
objectives unfulfilled. Let me know what you want me to 
do. 
Decision 
IVA: Select curtail EVA. 
FACE: Selecting curtail EVA. 
 
 At this point, the dialog manager will send the change to 
the planner. The change in this case is to delete the EVA 
goal from the original goal list. After receiving the change, 
the planner re-plans from that point in time. This means 
that some goals, e.g., the rover being charged, have already 
been met, while other goals, such as changing the air 
filters, remain to be done. Thus, our planner produces the 
modified plan as shown in Figure 8. 
 A more involved anomaly occurs while the crew is on 
their way back from the site and Mike is exercising.  
 
1100 hours:  
FACE: Warning: The habitat CARBON-DIOXIDE-STATE is 
dangerously high. 
IVA: What can we do? 
FACE: Put CDRS in dual bed, cancel exercise, or perform 
leak check3. 

                                                
2 COAs recommended based on the state of the rover O2. 
3 COAs recommended based on the falling CO2 in the habitat. 

 

The CDRS is the carbon dioxide removal system. It’s 
normally run using only one of its two adsorption beds. 
 
IVA: What if I put CDRS in dual bed? 
FACE: Reduces carbon dioxide faster but requires more 
power. 
IVA: What if I cancel exercise?  
FACE: Removes a source of carbon dioxide but deprives 
crew of exercise. 
IVA: Select put CDRS in dual bed. 
FACE: Selecting put CDRS in dual bed. 
 
 The resulting updated plan is shown in Figure 9. Mike’s 
new CDRS task is added before he exercises; the rest of 

the tasks remain, and the EVA crew is still returning to 
base. It should be noted that during this time, the O2 in the 

 
Figure 8 The new plan after curtailing the EVA.  

  

 

 
Figure 9 The new plan after adding the CDRS task.  

  

 



rover continues to fall, but the IVA fully expects that the 
crew will have enough oxygen to get back to base and 
ingress the habitat. 
 However, despite the change in the CDRS, the CO2 
continues to rise, so at 1130 hours, the IVA cancels Mike’s 
exercise, but to no avail. The EVA team returns at 1145 
hours, but now the habitat atmosphere is compromised. 
 
1145 hours:  
FACE: Warning: The habitat CARBON-DIOXIDE-STATE is 
dangerously high. 
FACE: Caution: The rover OXYGEN-LEVEL is dangerously 
low. 
 
The IVA knows he’s going to have Mike run a leak check, 
but he puts the crew into their suits first.  
 
IVA: Select use suit O2. 
FACE: Selecting use suit O2. 
 
The resulting plan is shown in Figure 10.  
 
1200 hours: 
IVA: Perform leak check. 
FACE: Selecting perform leak check. 
 
The resulting plan is shown in Figure 11. Bob discovers a 
leak in the CO2 vent line. He repairs it and, with no one 

exercising and the CDRS in dual bed mode, the CO2 begins 
to decrease rapidly. By 1230 hours, it is safe for the EVA 
crew to ingress the habitat. 

Related Work 
We have significant experience with the use of layered 
control in several NASA projects, including control of 
multiple robots (Kortenkamp et al., 2002) and life support 
systems (Bonasso et al., 2003). Besides our ISS ontology, 
we have developed ontologies for satellite management, 
for Navy autonomous vehicles (Kortenkamp, 2016), and 
for planning the activities of deep space craft (Bonasso et 
al., 2013a).  
 We also have a long history of developing and using 
natural language dialog management systems (Bonasso, 
2000; Bonasso, 2002). We used the current DPMA system 
to manage control of a water recovery system that was 
being developed for the ISS (Bonasso et al., 2003). 
 Among the most popular dialog systems are those 
“virtual assistants” such as Alexa, Siri and Google 
Assistant. These systems are all trained using multi-level 
neural networks (NNs) exposed to thousands of 

conversations, usually obtained across the Web. These 
inputs condition the weights in the NN connections. Those 
systems aren’t learning how to dialog, but only patterns of 
dialog. Thus, when applied to a dialog that is not covered 
by the training set, the system either responds with 
nonsense or times out (Thompson, 2018). 
 Our work, however, assumes that two agents engage in 
dialogue for a reason or goal, and the purpose of the 
dialogue is for both agents to recognize that goal and agree 
upon the means (shared plan) to carry it out. 

 
Figure 10 The new plan for having the EVA crew 
use the O2 in their suits their suits.  

  

 

 
Figure 11 The new plan for checking for CO2 leaks.  

  

 



Conclusions and Future Work 
In a recent effort we conducted an engineering evaluation 
of anomaly resolution using FACE with TRACLabs 
employees. The users concluded that our COA design and 
processing scheme appears to be viable for managing 
anomalies in our planetary scenario, but they wanted more 
variety of queries to get more detailed information for 
decision making, such as how long before the rover O2 

would reach a critical level. As well, one user thought that 
while the pros and cons were useful, they didn’t give any 
weighting to them. For example, was it generally more 
important to get at least some EVA work completed, rather 
than immediately curtail the EVA?  
 So, in future work we want to develop secondary 
indicators associated with anomalies as well as meta-level 
weighting of the relative criticality of specific EVA 
missions. Beyond that, we want to cache the traces of 
executed plans, so FACE/CASE can use them to inform 
the user what COAs worked well or not so well in similar 
past situations.  
 We also plan to develop scenarios “of opportunity”, 
rather than problems. For example, given a planned EVA 
to investigate three sites, what if a discovery at the first site 
warranted further investigation? Timing and resources 
would have to be evaluated to determine whether to 
continue on to the subsequent sites. 
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